
BIMM-143: INTRODUCTION TO BIOINFORMATICS (Lecture 13)

Structural Bioinformatics (Part 2)
http://thegrantlab.org/bimm143/

Dr. Barry Grant

Section 1:  In silico docking of drugs to HIV-1 protease 
Today we will continue our analysis of the HIV-1 protease enzyme that we introduced in the 
hands-on session of Lecture 11.  Recall that this enzyme cleaves newly formed polypeptide 
chains at appropriate locations so that they form functional proteins - a process essential for 
replication of HIV [1].  A number of drugs - called HIV-1 protease inhibitors (saquinavir, ritonavir, 
indinavir, nelfinavir, etc.) [2] - inhibit the function of this protein and act to suppress viral 
replication, by binding in the catalytic site that typically binds the polypeptide (Figure 1).

Figure 1. HIV-1 protease structure in complex with the small molecule indinavir. Note that this is 
similar to the figure you generated using VMD in the last hands-on session.

Last day we used the 2Å resolution X-ray crystal structure of HIV-1 protease with a bound drug 
molecule indinavir (PDB ID: 1HSG) [3]. Today we will continue with this structure and 
computationally dock drug molecules into the binding site of HIV-1 protease to see how well 
bioinformatics based docking can reproduce the crystallographically observed binding pose.  If 
time permits, we will also explore the conformational dynamics and flexibility of the protein - 
important for it’s function and for considering during drug design.

NOTE:  If you are using your own computer (i.e. not a classroom machine) you will require the 
AutoDockTools software package that comes as part of MGLTools software download 
available from:
            http://mgltools.scripps.edu/downloads

For Windows based laptops please chose: mgltools_win32_1.5.6_Setup.exe and for Macs 
please chose the (Snow) Leopard - Mac OS X 10.5 and 10.6 - Intel  binary installers. 
Launching these should begin the install process.  For Mac only you will also need XQuartz 
available from: https://www.xquartz.org
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1.1  Obtaining and inspecting our input structure.

Start RStudio and create a File > New Project... 
new Project directory called class13 within your 
GitHub tracked directory/folder where you are 
organizing your course work. 

Again make sure the “Create a git repository” is 
NOT selected (see figure right)

Open a new GitHub flavored R markdown 
document to save your work as we proceed.

Now load the Bio3D package and use the 
get.pdb() function to download the "1hsg" PDB 
entry into your RStudio Project directory: 

_____(bio3d)  
file.name <- get.pdb(____)

Next use the read.pdb()function to read this PDB file into R so we can prepare it for further 
analysis.

hiv <- _____(file.name)

You can get a quick summary of the contents of this pdb structure object by typing the name of 
the object we just created.

hiv 

##  Call:  read.pdb(file = file.name) 
##  
##    Total Models#: 1  
##      Total Atoms#: 1686,  XYZs#: 5058  Chains#: 2  (values: A B) 
##  
##      Protein Atoms#: 1514  (residues/Calpha atoms#: 198) 
##      Nucleic acid Atoms#: 0  (residues/phosphate atoms#: 0) 
##  
##      Non-protein/nucleic Atoms#: 172  (residues: 128) 
##      Non-protein/nucleic resid values: [ HOH (127), MK1 (1) ] 
##  
##    Protein sequence:  
##       PQITLWQRPLVTIKIGGQLKEALLDTGADDTVLEEMSLPGRWKPKMIGGIGGFIKVRQYD 
##       QILIEICGHKAIGTVLVGPTPVNIIGRNLLTQIGCTLNFPQITLWQRPLVTIKIGGQLKE 
##       ALLDTGADDTVLEEMSLPGRWKPKMIGGIGGFIKVRQYDQILIEICGHKAIGTVLVGPTP 
##       VNIIGRNLLTQIGCTLNF  
##  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## + attr: atom, xyz, seqres, helix, sheet, 
##         calpha, remark, call 

Q1: What is the name of the two non protein resid values in this structure?  What does resid 
correspond to and how would you get a listing of all reside values in this structure? 

If in doubt about any of the previous steps please refer to the lecture 11 lab handout for further 
details of working with single PDB structure objects in Bio3D - or ask your class neighbors 
and Barry for assistance.

1.2  Prepare initial protein and ligand input files
The PDB file we just downloaded (1hsg.pdb) and imported into R (contained in the object hiv in 
your R session) contains protein, ligand and water atoms. Before proceeding with docking we 
first have to extract just the protein atoms.

If you examine the downloaded file you will see that the protein segment lines start with the 
keyword ATOM. Each protein chain is terminated with a line that starts with TER. (If you would 
like to confirm this, open 1hsg.pdb (by double clicking in your RStudio Files panel/tab or your 
preferred text editor and scroll through the text.) 

You could copy and paste the protein portion of the original PDB file into a new file. Here we will 
use R to do this potentially tedious and error prone step for us and save a new protein only PDB 
format file and a separate ligand only PDB format file. We will use these files to test our 
bioinformatics docking approach.

Use the trim.pdb() function to make protein-only and ligand only objects called prot and lig 
that you can then write out to new PDB format files in your RStudio project directory.

prot <- _____(hiv, "protein") 
lig  <- _____(hiv, "ligand")

_____(prot, file="1hsg_protein.pdb") 
_____(lig, file="1hsg_ligand.pdb") 

1.3  Using AutoDockTools to setup protein docking input
Docking algorithms require each atom to have a charge and an atom type that describes its 
properties. However, typical PDB structures don’t contain this information. We therefore have to 
‘prep’ the protein and ligand files to include these values along with their atomic coordinates. All 
this will be done in a tool called AutoDock Tools (ADT for short).

Launch AutoDock Tools (ADT) from the Desktop icon on Windows or using the Finder on Mac 
(from Applications > MGLTools > AutoDocTools ).
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NOTE: First time opening of ADT can be a rather slow process as it completes some initial 
configuration. Please be patient and resist the urge to click many times and thus open multiple 
instances.

In ADT (AutoDocTools), load the protein using File > Read Molecule. 
Select 1hsg_protein.pdb. Click Open. 

Note: In ADT, you can translate the molecule by clicking and holding down the 
right mouse button while moving the mouse, rotate by clicking and holding down 
the middle button and zoom in/out by using the scroll wheel of the mouse.

Bonds and atoms are shown in white. For better visualization, color the structure by atom type - 
Color > By Atom Type. Click All Geometries and then OK.

Q2: Can you locate the binding site visually?  Note that 
crystal structures normally lack hydrogen atoms, why? 

As we have already noted (remind me if we haven’t) 
crystal structures normally lack hydrogen atoms. 
However, hydrogen atoms are required for appropriate 
treatment of electrostatics during docking so we need to 
add hydrogen atoms to the structure using Edit > 
Hydrogen > Add. Click OK. You should see a lot of 
white dashes where the hydrogens were added.

Now we need to get ADT to assign charges and atom 
type to each atom in the protein. We do this with Grid 
> Macromolecule > Choose.... Choose 1hsg_protein 
in the popup window and click Select Molecule. 

ADT will assign charges and prompt you to save the 
macromolecule. 

Save this molecule to your class12 folder with the 
default file extension of “pdbqt” (i.e. a new file called 
1hsg_protein.pdbqt). Open this in a text editor and 
look at the last two columns - these should be the 
charge and atom type for each atom. Note how they are different from the 1hsg_protein.pdb file 
we input to ADT.

NOTE: Some users of ADT have reported that the file navigator for choosing the export file 
location does not fill in the correct path for their saved molecules.  In such cases the files are 
output to the users home area and should be moved into the class12 directory manually.
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Q3: Look at the charges. Does it make sense (e.g. based on your knowledge of the 
physiochemical properties of amino acids)?

Now, we need to define the 3D search space were ligand docking will be attempted. Remember 
the binding site that you observed in one of the earlier steps. Ideally, if we do not know the 
binding site, we will either define a box that encloses the whole protein or perhaps a specific 
region of the protein. In this case, to speed up the docking process, we will define a search 
space that encloses the known binding site.

To define the box, use Grid > Grid Box.... This will draw a box with opposite faces colored in 
red, green and blue.  Fiddle with the dials and see how you can enclose regions of the protein. 
In this instance we will use a Spacing (angstrom) of 1Å (this is essentially a scaling factor). So 
set this dial to 1.000. So that we all get consistent results, let us set the (x, y, z) center as (16, 
25, 4) and the number of points in (x, y, z)-dimension as (30, 30, 30). Make a note of these 
values. We will need it later. 

Close the Grid Options dialog by clicking File > Close w/out saving.

That is all we need to do with the protein file. Delete it from the display using Edit > Delete > 
Delete Molecule and select 1HSG_protein.  Click Delete Molecule and CONTINUE.

1.4  Prepare the ligand
Like the protein, the ligand lacks hydrogen atoms. We need to add hydrogen atoms and also 
optionally define rotatable bonds that can be used for ‘flexible docking’. 

Load the ligand structure into ADT using File > Read Molecule and select 1hsg_ligand.pdb  

Again, color by atom type. Color > By Atom Type. Click All Geometries and then OK.

Now we have to add polar hydrogen atoms. Add all hydrogen atoms initially. Non polar 
hydrogens will be merged in the next step. Edit > Hydrogens > Add. Select All Hydrogens 
and click OK.

Define this as the ligand in ADT so that ADT assigns partial charges and sets rotatable ligand 
bonds using Ligand > Input > Choose.... Select 1hsg_ligand and click Select Molecule for 
AutoDock4. You should see a message that confirms that non-polar hydrogens have been 
merged, charges added and rotatable bond detected. Click OK. The ligand will now have only 
polar hydrogens.

Click Done and save the ligand file in PDBQT format. Do this using Ligand > Output > Save as 
PDBQT.... Click Save to save the file as ligand.pdbqt.
Quit ADT using File > Exit > OK.

Again make sure this file lives in your current project directory/folder.
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1.5  Prepare a docking configuration file
Before we can perform the actual docking, we need to create an input file that defines the 
protein, ligand and the search parameters. We will create the input file in a text editor.

Use RStudio File > New File… > Text File (or use your favorite text editor such as TexEdit on 
Mac or NotePad on Windows (my current favorite is SublimeText).

Create an input file for our docking calculations that looks something like the following: 

receptor = 1hsg_protein.pdbqt
ligand = ligand.pdbqt

num_modes = 50

out = all.pdbqt

center_x = XX
center_y = XX
center_z = XX

size_x = XX
size_y = XX
size_z = XX

seed = 2009

This defines your protein (receptor), ligand (ligand) number of docking modes to generate 
(num_modes). All the docked modes will be collated in a file defined by out (all.pdbqt). You 
should replace the XX with the center of your 3D search space (center_x/y/z) and the size of 
the box (size_x/y/z) that you defined in Section 1.3 “Prepare the protein" above.

Save the file as config.txt in your current project directory/folder.

Note: If necessary you can download a pre-prepared files from the class website.

Section 2:  Docking ligands into HIV-1 protease 
For this section, we will use the program called Autodock Vina [4]. Autodock Vina is a fast 
docking program that requires minimal user intervention and is often employed for high-
throughput virtual screening. We will run it from the command line.

Note: If you are working on your own laptop (i.e. NOT the classroom machines) you will need to 
first install the AutoDoc vina software for protein ligand docking from http://vina.scripps.edu/
download.html chose the appropriate version for your OS.  
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Once downloaded the Windows versions can be installed by double clicking the resulting 
autodock_vina_1_1_2_win32.msi file and following the install prompts.

For Mac simply double click the downloaded autodock_vina_1_1_2_mac.tar file in your 
Downloads directory to yield a new directory called autodock_vina_1_1_2_mac . Within this 
new directory there is a bin directory containing the vina program.

On Macs you should now be able to run this command and see the associated help for the vina 
program:  

> ~/Downloads/autodock_vina_1_1_2_mac/bin/vina --help

On Windows your command will look like the following:

> "\Program Files (x86)\The Scripps Research Institute\Vina\vina.exe" --help

2.2  Docking indinavir into HIV-1 protease 
Now we are ready to run autodoc vina to perform the docking. We will keep a log of all program 
output in a file log.txt 

For Mac use the command:

> ~/Downloads/autodock_vina_1_1_2_mac/bin/vina --config config.txt --log 
log.txt

On Windows use the following:

> "\Program Files (x86)\The Scripps Research Institute\Vina\vina.exe" --
config config.txt --log log.txt

NOTE:  This will take a few minutes depending on how fast your computer is. While you wait, if 
you are interested, read reference [1] for a review on HIV-1 protease structure, function and 
drug discovery.

Once the run is complete, you should have two new files all.pdbqt, which contains all the 
docked modes, and log.txt, which contains a table of calculated affinities based on AutoDock 
Vina's scoring function [4]. The best docked mode, according to AutoDock Vina, is the first entry 
in all.pdbqt.

2.3  Inspecting your docking results  
In order to visualize the docks and compare to the crystal conformation of the ligand we will 
process the all.pdbqt to a PDB format file that can be loaded into VMD. To do this we will use R 
and the Bio3D package. 
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Back in RStudio running in your class12 directory and with the bio3d package loaded issue the 
following commands:  

library(bio3d)

res <- read.pdb("all.pdbqt", multi=TRUE)

write.pdb(res, "results.pdb")

Now load both the original 1hsg.pdb file and your new results.pdb file into VMD. You will need 
to use VMD Main > File > New Molecule separately for each file. 

Begin by displaying the protein in cartoon representation, indinavir in licorice (also called stick 
representation) and the docked conformations as licorice as well.

Cycle through the docks by clicking the playback control buttons on the lower right hand corner 
of the VMD Main window.

Q4:  Qualitatively, how good are the docks?  Is the crystal binding mode reproduced? Is it the 
best conformation according to AutoDock Vina?

To assess the results quantitatively we will calculate the RMSD (root mean square distance) 
between each of the docking results and the known crystal structure using the bio3d package.

Back in RStudio read the original ligand with added hydrogens that you produced earlier and 
use the rmsd() function to compare to your docking results.

 
# res <- read.pdb("all.pdbqt", multi=TRUE)

ori <- read.pdb("ligand.pdbqt")

rmsd(ori, res)

Q5:  Quantitatively how good are the docks?  Is the crystal binding mode reproduced within 1Å 
RMSD for all atoms? 

Q6:  How would you determine the RMSD for heavy atoms only (i.e. non hydrogen atoms)? 
HINT: The atom.select() function will be of help here along with the selection string “noh” for no 
hydrogens.
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Side-Note:  Remember to save your R markdown script document and Knit to generate a 
GitHub format .md report. Then stage, commit and push both these documents to GitHub by 
following the steps outlined in our previous class  -  ask Barry if you are unsure of this process.

    N.B. Muddy Point Assessment Form < https://goo.gl/forms/pFcCQlDVzIClxI8R2 >

Section 3:  Exploring the conformational dynamics of proteins

3.1 Normal Mode Analysis (NMA)

Normal mode analysis (NMA) is one of the major simulation techniques used to probe large-
scale motions in biomolecules. Typical application is for the prediction of functional motions in 
proteins.

Normal mode analysis (NMA) of a single protein structure can be carried out by providing a PDB 
object to the function nma(). In the code below we first load the Bio3D package and then 
download an example structure of hen egg white lysozyme (PDB id 1hel) with the function 
read.pdb(). Finally the function nma() is used perform the normal mode calculation:

library(bio3d) 
pdb <- read.pdb("1HEL")

modes <- nma(pdb) 

plot(modes, sse=pdb) 

To visualize the normal mode predicted structural variations we can use the function mktrj() to 
generate a trajectory PDB file by interpolating along a given normal mode:

# Visualize NMA results
mktrj(modes, mode=7, file="nma_7.pdb")

You can open this file, nma_7.pdb, in 
VMD, chose the “Drawing Method” Tube 
and “Coloring Method” Index.  Then click 
the play button shown below to animate 
the structure and visualize the major 
structural variations along this mode.
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[OPTIONAL] 3.2:   Protein structure PCA

Visit the new web application Bio3D-web: http://thegrantlab.org/bio3d/webapps  watch the 
introduction video and and click start analysis to begin exploring the conformational dynamics 
and flexibility of protein structures.

If the server link above is unresponsive or otherwise slow you can try the following mirror:
    http://129.177.232.111:3848/pca-app/      

 

Q7:  What are the most flexible portions of HIV-1 protease? Would this flexibility likely effect 
docking calculations to this protein?

Concluding remarks
In this practical, we have looked at how small molecules could be docked into a protein. This 
approach is widely used to detect binding sites and also to screen a library of small molecules to 
find potential drugs that could bind to a known binding site. Scoring functions play an important 
role in identifying a "good dock" and as such remains an area of active research. Several other 
considerations are worth noting including water molecules and ions in the binding site, flexibility 
of binding site residues, etc. Some docking programs (including AutoDock Vina) allow you to 
define a subset of flexible sidechains. Whilst this permits binding site rearrangement to 
accommodate distinct ligands, the computational search space increases many fold. Defining 
water molecules that are important in the binding site also remains an area of active research. 
In this session, we have considered only protein-ligand docking. Protein-protein docking is also 
widely used, but not considered here due to the significantly higher search space that has to be 
considered. As the number of solved protein structures continues to grow, in silico docking will 
play an increasingly important role in the drug discovery process.

    N.B. Q8. Muddy Point Assessment Form < https://goo.gl/forms/pFcCQlDVzIClxI8R2 >
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Appendix I:  Useful resources/links

This document and all associated input and output files are available online at http://
thegrantlab.org/teaching/ under “BIMM-143 (Lecture 12, Structural Bioinformatics 2)”. All 
required software is freely available from the sites listed below.

VMD http://www.ks.uiuc.edu/Research/vmd/
AutoDock Tools http://mgltools.scripps.edu/downloads
AutoDock Vina http://vina.scripps.edu/download.html

NOTE: For installing AutoDock Tools on newer mac OS versions you will need to “control-
click” (i.e. hold down the control key as you click your mouse on the downloaded .dmg file) to 
open the disc image and then select Open to begin the install. 

Appendix II: Basic Unix commands

ls # list files in current directory.
cd dir # change directory to the directory 'dir'
pwd # print the current working directory on the screen
rm file # delete (remove) 'file'
mv file newfile # rename file to newfile
cat file # print the contents of file to the screen
more file # print file to the screen with more navigation
mkdir dirname # make a new directory/folder

Windows equivalents  

dir  # list files in current directory
CD dir  # change directory to the directory 'dir'
cd   # print the current working directory on the screen
del file  # delete (remove) 'file'
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MD dirname  # make a new directory/folder
# To run autodoc vina on windows

"\Program Files (x86)\The Scripps Research Institute\Vina\vina.exe" --
config config.txt --log log.txt

Appendix III: Frequently Asked Questions (FAQ) 

1. What library should I use for screening? 
If you want to try and find novel compounds, you probably want to use a library designed for 
diversity, one which probes a large ‘chemical space.’ If there are small molecules which are 
known to bind to your macromolecule, you may want to construct a tailored library of related 
compounds.


2. How much computational time should be invested in each compound? How many dockings, 
how many evaluations? 
It depends on your receptor and on the computational resources available to you. One recent 
successful AutoDock Virtual Screening used 100 dockings with 5,000,000 evaluations per 
docking per compound.


3. How do I know which docking results are ‘hits’? 
When the results are sorted by lowest-energy, the compounds which bind as well as your 
positive control or better can be considered potential hits. (Remember to allow for the ~2.1 
kcal/mol standard error of AutoDock). If you have no positive control, consider the compounds 
with the lowest energies as potential hits.


4. What’s the best way to analyze the results? 
Sort them by lowest energy first, then use VMD and Bio3D to inspect the quality of the binding.


5. Will I need to visualize the results with the best energies? 
Generally it is wise to inspect the top 30 to 50 results. Some people advocate visually 
inspecting the top 100-400 hits.


6. What should I look for when I visualize a docked compound? 
The first thing to check is that the ligand is docking into some kind of pocket on the receptor. 
The second is that there is a chemical match between the atoms in the ligand and those in the 
receptor. For example, check that carbon atoms in the ligand are near hydrophobic atoms in 
the receptor while nitrogens and oxygens in the ligand are near similar atoms in the binding 
pocket. Check for charge complementarity. Check whatever else you may know about your 
particular system: for instance, if you know that the enzymatic action of your protein involves a 
particular residue, examine how the ligand binds to that residue. In the case of HIV protease, 
good inhibitors bind in a mode which mimics the transition state.


7. How would we scale up to do virtual screening 
In this class we prepared the ligand file using ADT, a graphical user interface. It is not 
reasonable to try to prepare thousands of ligand files using a graphical user interface.  Tasks of 
this magnitude must be automated.  We can use prepare_ligand4.py, a python script in the 
AutoDockTools module and run it via a Unix foreach loop. Alternatively you could write your 
own R function with bio3d to automate this task.  

You can learn more about virtual screening with autodoc from the following review article: 
https://www.ncbi.nlm.nih.gov/pmc/articles/PMC3083070/
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